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OPTING FOR OPTIMAL MATCHING? CONTROL GROUP
SELECTION FOR RURAL DEVELOPMENT

1 Introduction

A common problem in regional research is to evaluate the impact of some re-
gional development program. For instance, do public works building projects
stimulate the development of the counties involved or do military base clos-
ings reduce per capita incomes in the affected counties? Discovering the
answers to such questions is extremely difficuit. The data are poor, there are
no controls on other events, and the programs are seldom established with
self evaluation in mind. In short, such questions are associated with poor
experimental designs. In fact, most social programs should not be thought of
as classical experiments at all but rather as quasi-experiments or experiments
where the experimental design is established after the treatment rather than
before.

Some quasi-experimental designs attempt to find a control group which
is like the treatment group in every respect except for the specific treatment
administered. Complications occur because these control groups are not
identified at the time that the program is implemented but at some later time
when the program is to be evaluated. The assumption is that the control
group would have evolved similarly to the treated group. Any systematic
differences in the two groups after the treatment is then attributed to the
rreatment effect.

Control units are identified by matching on a set of covariates or charac-
reristics which are specific to the units. In medical research covariates often

inciude sex, age, smoker/nonsmoker. etc. In regional research covariates for



places might include urban/rural, size. natural resources. regions, etc. If
places which are similar to the treated places with respect to these covari-
ates can be found. then this matching effectively “controls” for the effects of
confounding factors other than the treatment: much like adding the covari-
ates In a regression analysis. Once the confounding effects are controlled for.
an unbiased estimate of the treatment effect is given by the difference in some
response variable between the treated and control groups in a post-treatment
period.

The quasi-experimental design has several advantages over conventional
regression analysis in some specific situations. Results from regression anal-
ysis can be quite sensitive to poorly specified models and often there is little
theory available to guide the development of an adequate regression model.
Matching methods are fairly robust to mispecifications in parametric assump-
tions and functional forms. Often participants in a program are not selected
randomly. Controlling for selection bias in a regression model can be difficult
because of additional data and equation specification requirements. Match-
ing methods provide a way for researchers to substitute theoretical knowledge
for data in addressing the selection bias issue (Holland 1989). Many times
the researcher is not interested in the marginal effects of the confounding
covariates, but only in the effect of the treatment itself. The common use of
reduced-form regression models is evidence to this fact. Matching methods
demand less of the data and. in turn, give less in terms of powerful results.
In those cases where the results from matching are sufficient and the re-
searcher is unwilling or unable to impose too much structure on the problem.
quasi-experimental methods are a good alternative to regression analysis.

In this paper several methods for finding control groups are examined.

Some commonly used heuristic control group selection methods will be com-
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pared to an optimal matching method recently described by Rosenbaum
(1990). The costs and advantages of the optimal method relative to the
heuristic methods will be measured within a regional economic context.
Section 2 of the paper describes the control group selection methods to
be evaluated. Section 3 describes the experimental design to be used and the
specific rural development issue to be examined. The results of the experi-
ments are reported and analyzed in section 4 and conclusions, implications

and discussions of future research are presented in section 3.

2 Control Group Selection Methods

In this section, several control group selection methods are briefly described.
First is a description of three greedy heuristic methods commonly used. Sec-
ond is a description of the optimal matching method. The following notation
will be used throughout this section.

Say that pretreatment measurements are availableonn = 1,..., NV treated
units, denoted by the index set A, and m = 1,..., M control reservoir units.
denoted by the index set M, where A/ > N. Let u,,n €.V, beapx1 vector
of covariates measured in the pretreatment period for the treated units. De-
note the corresponding vector for the control reservoir units as v,,, m € M.
A matched pair is the ordered pair (n.m) wheren € \ and m € M. Let &
denote the set of all .\" such ordered pairs found for a particular sample. In
general, several control units may be selected for each treated unit. Denote
the “distance” between a treated unit n and a control reservoir unit m as
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2.1 Heuristic Methods

There are many types of heuristic matching methods. Most are special-
purpose methods applied to specific problems. All are suboptimal in the

sense that they do not search for the global minimum of } 5 é,,..

2.1.1 Sequential Caliper Matching

The matching method used in recent work by Isserman (1987, 1990), and
Isserman, Rephan and Sorenson (1989) may be described as a sequential
caliper heuristic matching method. For each n € A construct the p index
sets I = {m : Ju,(2) —vn()|| € &,m € M}, i = 1,....p. The metric
used is Euclidean distance. Thus, I! is the set of control reservoir units for
which the first covariate variable is within distance ¢; of the first covariate
of treated unit n. The control group for treated unit n may found as I, =
I’ 1IN -..N 1P This method is equivalent to creating an n-dimensional
rectangle centered at u, with sides of length 2¢;. The lengths of the edges
of the rectangle serve as selection calipers for each covariate. Any point v,
which falls within the volume is selected as a member of the control group
for u, and any point outside the calipers 1s not selected. The calipers are
chosen by the researcher. This process is repeated for each n € V.

Several options are available if the size of the control group is too small.
The calipers. ¢;’s, may be increased for some or all of the covariates to increase
the volume of the rectangle to find more matches. In particular. if it is
difficult to find matches for some covariate k. ¢, may be made large enough so
that 7, is of sufficient size. Alternatively, I,, may be formed as the intersection
of a subset of the I.’s; I* might be ignored, for instance. Another option is

to select any unit from M which appears in at least ¢ € (1, p) of the index



sets. One consequence of these selection rules is that a control unit may be
quite close to the treatment unit in most covariates but quite far away in
others.

Since the selection rule is p-dimensional, the weight of each dimension
in determining the final selection must be decided. All dimensions may be
weighted equally, or some covariates may be ignored, while others may be
weighted very heavily. These decisions are made rather arbitrarily, or at least
informally. Also, if no match can be found for some treated unit, tinkering
with the calipers and weights may be necessary to produce matches.

Since the control groups for each treated unit are constructed indepen-
dently of one another, it is possible that the same unit from the control
reservoir may appear in more than one control group. This possibility may
be avoided by simply removing a unit from the control reservoir once it has

been matched to any treated unit.

2.1.2 Nearest Available Matching

A procedure that addresses several of the potential problems of the previous
method is nearest available matching. Let the “distance” between two units
be computed using the Mahalanobis metric. Thus, 6,, = lur — vimlls =
(tn = ) S7HUup — i), n € N, m € M, where S is the sample variance-
covariance matrix of v in the control reservoir. Let A be the IV x A matrix
of dnm’s with the rows being treated units and columns being the control
reservoir units. The nearest available match for treatment unit n is the
smallest element in row n of A. There is guaranteed to be such a smallest
unit. If a control group of size & is desired then the smallest £ elements out
of row n are selected.

This method is equivalent to constructing a p-dimensional hyper-ellipse



whose size and orientation in space are determined by the covariance matrix
S. The hyper-ellipse is scaled by a constant factor until the desired number
of units are selected for the control group. This process is repeated for each
of the treated units.

An advantage of this method is that the selection rule is based on the
scalar é,,,, rather than on a p-dimensional vector as before. Essentially, the
weights of the p dimensions are determined uniquely by the choice of S and
the covariates chosen by the researcher. If a covariate has high variance.
then the axis of the hyper-ellipse associated with that covariate will be large,
making it easier to find matches along that dimension.

If the matching is done on each row independently it is possible that a
control reservoir unit may be selected by more than one treatment unit. To
avoid this, each time a control unit is selected that column can be removed
from A making it impossible for another treatment unit to select that same
control unit. Clearly in the latter case, the order in which rows are processed
matters so that different control groups will arise with different orderings of
the treatment units.

Other metrics besides the Mahalanobis metric may be used for nearest
available matching. If the n x n identity matrix is used in place of S then
the selection criterion is based on a hyper-sphere with variable radius. In
this case all dimensions are weighted equally regardless of the variance of the
covariates. Another option is to use S = diag(e;,....¢,) where the €’s are
chosen by the user. If the user wished to discount a covariate in the selection
process, the € for that covariate could be set to infinity. It Is also possible
to incorporate user supplied importance weights. much like Bayesian priors.

into the metric computation.



2.1.3 Matching with Propensity Scores

One of the reasons for matching is because the distribution of the covariates
in the treated groups may differ from the distribution of the covariates in the
control reservoir. This is referred to as covariate imbalance. It is hoped that
after matching the distribution of the covariates of the control group, a subset
of the control reservoir, will more closely resemble that of the treated units so
that the covariates are more balanced across the two groups. Thus, matching
on covariates serves much the same purpose as regression on covariates—
controlling for effects other than the treatment effect.

A potential problem with matching methods, however. is that it is possible
that the covariate imbalance will be improved for most covariates but actually
made worse for other covariates. The best way to avoid this problem is to
match on the propensity score; the conditional probability of exposure to the
treatment given the covariates. Let 7 = 1 for treated units and 7 = 0 for
untreated units. Then the propensity score is given as: ¢(2) = Pr(r =1 | z),
where z is either u or v. In practice, ¢(z) may be estimated using the logit
model n(z) = log[(1 — ¢(z))/é(z)] = B'f(z), where n(z) is the log odds
ratio and f(z) is some vector function of the covariates. When ¢(x) or
n(z) is used for matching the method will be equal-percent bias reducing
(Rosenbaum and Rubin 1983). In this case, the balance for all covariates is
improved proportionately.

A procedure recommended by Rosenbaum and Rubin (1985) is to aug-
ment the u and v vectors with the propensity scores. o(2), or the log odds

ratio, n(z), and use the nearest available matching method.
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2.2 Optimal Matching

A problem with heuristic methods is that the matching procedure is depen-
dent on the order of the treated units. Let D = 3 5 6., be the sum of the
distances between the treatment and selected control units. It is possible
to construct examples where the total distance or matching score, D, varies
enormously according to the ordering of the treated units (Rosenbaum 1990).
In order to find the global minimum matching score using heuristic methods
it would be necessary to search over all possible orderings of the treated units.
Optimal matching provides an efficient way of finding the global minimum
of D by matching over all treated units simultaneously.

The optimal matching method is essentially the same as finding a mini-
mum cost flow in a network (Rosenbaum 1990). Referring to the network in
Figure 1, the T,,n € NV, nodes refer to the treated units and the Cp,,m € M
nodes refer to the units in the control reservoir. Each treated unit is con-
nected to every control unit by an edge, e = (T,,Cy), characterized by the
ordered pair (c(e), q(e)), where c(e) is the flow capacity along that edge and
q(e) is the per unit cost of a flow travelling along that edge. In the matching
context, for e = (7,,,Cn), c(e) = 1 and ¢(e) = bnm. The total flow of the
network is determined by the sum of the capacities from the source to the
treated units. If a single match is wanted for each treated unit, the capacities
from the source to the treated units is set to one. For control groups of size
two these capacities are set to two, etc. It is also possible to have variable
control group sizes for each treated unit. The capacities of the flows from
the control units to the sink is set to one., and the costs along the edges
connecting the source with the treated units and the control units with the

sink 1s set to zero.



Any of several network flow algorithms may be used to compute the
minimum cost flow through the network. The solution is the set of matches
which minimize D. The procedure is computationally efficient being of the
order O[( N + M )?] which is equivalent to multiplying two (N +M ) x (N + M)
matrices. The size of the problem can be dramatically reduced by using
calipers on the costs of the flows. For example, setting c(e) = 0 for all edges
where 8,, > & can easily cut the number of edges in the network by an
order of magnitude, cutting the computational burden by three orders of
magnitude.

As in heuristic matching, a number of options exist for computing the
distances &,,,. In light of the discussion above, a good procedure would be
to compute 6,,, using the Mahalanobis metric with the covariate vectors

augmented with the propensity scores.

3 Research Design

3.1 Experimental Design

The objective of this research is to evaluate the control group selection meth-
ods described above within the context of regional analysis. Counties in the
U.S. are taken as the units of analysis. The treated units are counties which
have received some regional development stimulus (in this case. the building
ol an interstate highway in a rural county) and the control units are all other
U.S. counties (rural counties where no interstate highway was built).

The size of the control reservoir is much larger than the number of treated
anits. Also, there is considerable variation in the covariates across counties

and across time, partially due to the diversity of counties in the U.S. Within

this context, the research questions are (1) how well do the control group



selection methods described above work, and (2) is the additional complexity
of the optimal matching method worth while.

Four control group selection methods are evaluated. Two are greedy
heuristic methods of the nearest available matching type as described in
section 2.1.2. The first of these allows each treatment unit to choose its
control group independently of all other treatment units. Consequently, some
units in the control reservoir may be' selected by more than one treatment
unit. so that there may be some overlapping of the V' control groups. This
method will be referred to as greedy with overlapping (Greedy w/ OL). The
second greedy method will not allow this overlapping by removing a unit
from the control reservoir as soon as it is selected by any treatment unit.
This method will be referred to as greedy without overlapping (Greedy w/o
OL).

In addition to the two greedy methods, two variants of the optimal match-
ing method will be evaluated. Both optimal methods are as described in
section 2.2 with the only distinction being the use of calipers. The first
method (OPT w/o CAL) uses no calipers while the second (OPT w/ CAL)
imposes calipers on the selection variable. Specifically, matching is done on
dvar on a network with /V treatment units and ) control reservoir units.
Thus, there are N x M substantive edges in the network. OPT w/o CAL
considers all of these edges when looking for control groups. OPT w/ CAL
considers only those edges with 6,,, < § where § is three-quarters of the mean
distance between a treated unit and all reservoir units. This rule eliminates
approximately one-half of the edges from the network.

Each of the four methods will be run with control groups of sizes N = 10.
20 and 30. All four methods use the Mahalanobis metric for constructing

Som. The N x M matrix of distances, A, is constructed in a prior step and
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is the same for all four methods. The greedy methods are programmed
in FORTRAN and the optimal methods are run with SAS using PROC
NETFLOW. All of the analyses are done on an IBM 3081 KX.

The name “greedy” is fairly descriptive for Greedy w/o OL but a bit
misleading in the case of Greedy w/ OL. In the first case, once a control
reservoir unit is chosen by any treatment unit no other treatment unit may
choose that unit; no swapping is allowed even if it would be advantageous to
do so. Greedy algorithms are simply too inefficient to check all the possible
swaps that arise, so none are checked. For Greedy w/ OL swapping is not an
issue since any treatment unit may select any control reservoir unit it desires
regardless of whether any other treatment unit has already selected that unit.
In this sense, the method is not really greedy, but the nomenclature will be
maintained for convenience.

The question of whether overlapping should be allowed at all is not clear
cut and depends partially on the statistical methods to be used to estimate
the treatment effect in the post-treatment period. If the treated units are to
be pooled together into one set of N counties and compared with the pooled
set of all control groups, then duplicate controls reduce the efficiency of the
statistical tests by reducing the effective degrees of freedom.

A method will do no worse when overlapping is allowed than when over-
lapping is not allowed. One county, for instance, may be the closest match
for several treated counties. When that county is only allowed into a single
control group then a less good match must be found to replace it in the
other control groups where it would have appeared. Thus. one would expect
that Greedy w/ OL would produce the lowest total distance scores because
it is a totallv unconstrained method. The other methods are all constrained.

In theory, optimal methods should produce “better” control groups than
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greedy methods without overlap in the sense of better covariate balance and
lower matching scores. OPT w/ CAL imposes an additional constraint over
OPT w/o CAL, so we expect the former to do no better than the latter.
When the control reservoir is large relative to the number of treated
units, the chances of conflicts over which treatment unit gets to choose a
particular control reservoir unit are reduced. Indeed, if it should turn out
that Greedy w/ OL produces control groups without any overlapping (no
two treatment counties desire to select the same control county), then this
method will be equivalent to OPT w/o CAL. In other words. the strength
of optimal matching is to resolve conflicts in the minimum cost way. If there
are no conflicts to resolve, then almost any heuristic method will be optimal.
The experiments are designed to evaluate how well these four matching
methods work under conditions encountered in regional analysis. The relative
qualitative theoretical merits of the methods are fairly clear. The actual
quantitative merits of the methods are less clear and can only be determined

experimentally.

3.2 Experimental Implementation

HHighways are used here to evaluate the methods for three reasons. Numerous
rural counties are traversed by highways as a result of the construction of
the interstate system or programs aimed specifically at rural economic de-
velopment, highways continue to be touted as a keyv tool for rural economic
development. and little is known about their effects on economic develop-
ment.

In 1965 the Appalachian Regional Commission embarked on an ambitious
program of road construction as “the first requisite” to end the economic

isolation of Appalachia. A 2.350-mile “development highway svstem’ was
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